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introduction
The idea in this breakout session is to discuss
some of the planning that it takes in order to
really generate evidence, Daniel Goroff explains. This is important for many reasons, not
just because our state legislators, our trustees,
and our funders are asking us about evidence
and asking us to be accountable in many ways
that we haven’t been before, but also because
we are doing science. “If you are doing science
you care about evidence, you care about experiments, you care about designing them, you
care about the data. It is not just talking about
these things and telling your students, you re-
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ally want to live that in what you do because
that is part of what the students will learn from
you as well.”

Breakout Group Facilitator

Goroff is most interested in hearing from participants about the kinds of things that they
are doing and hearing about some of the kinds
of evaluations and plans participants have for
generating evidence. He asks participants to
offer one sentence regarding some project they
have done or, better yet, some project they are
thinking about doing that is in the early stages
of planning.

Vice President and Program Director,
Alfred P. Sloan Foundation

A Sampling of the Types of Projects and Evaluation-Related
Questions That Interest Participants
• Development of a new $40 million science
center which includes a STEM complex, with the
mission of transforming STEM from traditional to
market-ready.
• Identifying how to provide evaluators better
information for a program that sends undergraduate STEM majors abroad to participate in
research.
• A program where research is not something for
privileged students but something all students
expect and experience.
• How to use trace data from learning management systems and MOOCs to understand student
learning.

• Looking at team-based learning in the classroom
and assessing student engagement and motivation and higher-order levels of learning.
• Adding to an existing 2-year natural science degree a new concentration on computer science,
forcing those involved to reach outside of their
department and collaborate with the business
legal technology department where computer
science is housed.
• Creating a lab course coordinator job description and revisiting some of the college laboratory technician job descriptions, some of which
haven’t been updated in about 20 years, and
which have a real impact on student learning.

Daniel Goroff

Breakout Overview
Monitor all you want. Collect big data if that
makes you happy. All the gigabytes in the
world will not necessarily provide convincing
evidence about what works unless you design
experiments carefully in advance. That is
because the important questions are rarely
about what happened, but rather about what
happened compared to what could or would
have happened under other circumstances.
Counterfactuals are never easy and, though
many think of them as the gold standard,
randomized control trials are not always
practical. In this breakout session there is an
exchange of ideas and discussion of methods,
from discontinuity regression to instrumental
variables, for generating reliable and robust
evidence about participants’ specific educational programs.
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A Sampling of the Types of Projects and Evaluation-Related
Questions That Interest Participants (continued)

• A project connecting the summer experience of
undergraduates with research and with a learning
community of graduate students.
• The impact of interdisciplinary research, the
rewards system, and how that is valued.
• Working with mechanical engineering, redesigning one of the entry-level CAD courses that
hasn’t been redesigned in many years to make it
much more design-build experiential and much
more imaginative.
• A recent reaccreditation has the theme of internationalization, and the interest is in how to
implement and assess global competency in STEM
disciplines which have not been internationalized.

• An AAU grant to change the culture in research
institutions to recognize and reward teaching and
learning. The approach is to reform introductory
gateway courses.
• An educational research center to encourage STEM
faculty to go after educational research initiatives
and make that something that is equally appreciated by all faculty.
• With 200 students entering the engineering program, we have made dramatic changes over the
last three years, particularly to the intro to engineering courses. There is what is called “a freshman experience” with a lot of peer mentoring, and
we are now beginning to figure out how we should
study the phenomena.

outreach education, and technology innovation.

• A task force to evaluate and assess programs
already in place at the college to determine what
works, what does not work, and how we can fill
the gaps.

• An attempt with community college partners to
see if a teen-taught, online transfer seminar will
enhance persistence in STEM.

• Administering NSF program initiatives and looking
at indicators of success across program boundaries
that are becoming non-boundaries.

• Evaluating the impact of graduate student activities in K-12 classes impacting STEM motivation
and STEM careers.

• Seeing how student engagement in MOOCs, flipped
classrooms, and other innovative approaches
fosters the mastery approach or performance approach toward learning.

• A large institute for nanotechnology and nanoscience is trying to build a competitive institute
in Puerto Rico to sustain competitive research,

• Focusing on institutionalizing the I3 project as
the funding ends [a number of “Dittos” in response to this].
• Working on access computing, helping to increase the participation and success of students
with disabilities in competing in IT courses
nationwide.

• In a long-term life sciences initiative, primarily
K-12, we are interested in taking some of the curriculum to see how it could support some curricular transformation within community and state colleges, some of which in our area are really trying
to deal with pedagogy.

• Regarding motivation and interest my mantra to students is “Follow your passion.” I am
interested in conducting a longitudinal study
on the development of interest and its impact
on engineering persistence, and particularly on
perseverance. A lot of difficulties we have in
engineering may be because we force students
to persevere with something that maybe they
shouldn’t have.
• As the largest transfer institution in the state,
with about half of the student population
comprised of transfer students, we have had
very successful efforts for our first-time college
students and are trying to figure out how to expand those to include all populations, including
transfer students.
• An I3 project focusing on how to build up the
skills of graduate students and also on connections between graduate education and
undergraduate research.
• Interest in how communities of practice conduct professional development and how online
communities practice professional development
and how that fosters change, what happens with
individuals, what people take away that makes
a difference in how they operate.
• A study of NSF’s I3 program, what it is that is
happening as a result of the influx of support
from NSF, and what we will learn about what
transformation means in different contexts and
the factors that facilitate it or hinder it.

looking for
evidence in the reu
Goroff remarks upon the scope and interesting
nature of the projects described, and encourages participants to network during conference
breaks. He then queries, “Whether it is one of
the programs we have talked about or not, do
you know of any kind of transformational effort, any kind of innovation in any of the topics
that we have talked about relating to the STEM
experience for undergraduates that has had
a decent body of evidence that has grown up
about it, that seemed to have a well-designed
experimental structure to it when it started,
and where there is some proof that this is successful and made a difference and had impact?
And what do you mean by impact in that case?”
Louis Nadelson, Associate Professor and Co-Director of IDoTeach at Arizona State University,
submits an example of a programs he thinks
meets this criteria:

Research Experience for
Undergraduates (REU)
Louis Nadelson:
The NSF-funded REUs had profound impact
on identity development as STEM professionals. The reason we would care about that is
retention, persistence and work on mastery,
so they become much more focused and more
purposeful in their learning when they experience that context.
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Metrics
Goroff and others then scrutinize this example
[see sidebar]. “You did a comparison, which is
pretty good,” Goroff acknowledges. “It is more
than most people do. We talked earlier in the
conference about what is going on with NSF and
Congress these days. Now let’s suppose that you
are all Congress people and you’re a little skeptical. Do you believe him? What do you want to
know? What else are you going to ask about this
if you wanted to really ask hard questions about
whether this is worth the taxpayers’ money to
give these kinds of experiences to undergraduates?”

The Importance of Establishing Criteria
One participant’s input:
What you have to ask yourself when you are
thinking about projects is: By what criteria
would we judge ourselves to be successful? You
have to create a set of criteria that are theoretically defensible at the very least, that can be
empirically measured with some kind of fidelity
and that ideally can be counted. Although there
are ways of accruing the evidence that don’t
necessarily involve strict, statistical kinds of
probabilistic reasoning, you at least have to ask
yourself that kind of question, by what criteria
you would be successful, and make that public
so that it can be put to scrutiny. There may be
a number of different measures, some of which
are better or worse than others at getting at
that criteria.

Scrutinizing the REU Evidence
Is there any comparison data of similar students who hadn’t participated in REU? Where
is the evidence? How do you know?
The response: Louis Nadelson
The REU research looked at a wide variety
of students, and those in REU who had done
an internship with service learning had
profoundly different experiences and perspectives from those who didn’t.
Goroff questions whether breakout participants are convinced and one states, “I would
need to know the characteristics of the
people the REU students were compared to,
to make sure that it was a good comparison.”
The response: Louis Nadelson
They were their peers. This was a firstthrough-fourth-year, first-through-fifth-year
undergraduate study, and it was a wide net
that we cast, so we had over 300 participants
in that study. Those who had experienced one
of those internships really stood out from the
rest. It was a smaller percentage, it wasn’t
an equal percentage, it wasn’t experimental,
it was more the kind of correlational study
that we would talk about in which you keep
track of those who didn’t participate.

Participant Input
Participant input and dialog appears in inset boxes

“What is the term of argument for all of this?”

to distinguish it from the facilitator’s narrative.
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Metrics for REU: Participant Input
Engagement in Graduate Study
I haven’t run an REU but I have studied REUs
and have faculty who have run REUs and can
throw a metric out there that would be reasonable. One would be the probability of engaging
in graduate study in their field.
Long-Term Career Outcomes
I served as chair for the REU leadership group
in the chemistry program at the NSF, and one
that we would really like to have is the number
of career awardees that were REU participants
and faculty to prove to the NSF and Congress
that it is a wise investment. What are the longterm career outcomes for these people?

Other Metrics for REU: Participant Input
Retention
The number of REU students who stayed in
their major or stayed in their science class.
Learning Outcomes
You could identify specific things that you
want them to learn from the REU.
Self Efficacy
You could go after self efficacy just by surveying the students.

Goroff asks. “We have all heard the word ‘metric,’ and sooner or later some administrator or
trustee is going to say, ‘What is your metric?’ So
what is your metric for this?”
These might be two of the purposes for the
REU, to generate career awardees or to generate graduate students, Goroff acknowledges.
“What is the problem with these two methods?
Why am I looking for a few more?”
Participants suggest that Goroff is looking
for something that is on an integral scale, or
looking for retention and graduation rates.
“Retention and graduation rates are pretty
good,” he agrees. “Career outcomes are a great
thing to look into, but if you are designing an
experiment it takes a long time and there may
be a lot of other factors that come into it.” A
participant points out that REU is now over 30
years old, so there is the kind of data needed to
pursue this type of question.
Goroff calls for more metrics, reminding participants of the need to report back to Congress
and to program officers pretty quickly. You
might look at people’s careers, but what else
could you report on?
Regarding the self efficacy suggestion, Goroff
Other Proximal Measures
You could use other proximal measures for long-term
affective states such as self efficacy, orientation,
motivation. Again it would be mostly self-report, but
there could be behavioral outcomes like what kind of
courses they take the next year.

notes that it is amazing what you can learn
from surveying students, especially if you have
a good survey design. So what would be a good
survey design? A participant suggests pre-post
and he agrees that pre-post is not a bad thing
to do.
“These are good measures and we could come
up with more by working on it,” Goroff says. He
then asks how you would design something that
would actually generate this sort of data and
how you would critique what was originally said
about the difference made by REU internships
and service learning to students’ professional
identity as measured by their behaviors and the
way they interact in professional situations as
evidenced through observations and self-report.
Again, Goroff asks participants what they would
ask about this project as members of Congress.

Questions Regarding REU
Who is the Comparison Group?
It would seem this is a very self-selected population and that faculty taking in REU students
are looking at their resumes and taking the top
students into the program. Who is your control
population then? Are they as qualified?
Louis Nadelson:
There are REUs that are funded by NSF. At our
university we require all our chemistry majors
to engage in undergraduate research, and we
have a pretty active research component at
our university that provides opportunities for
students if they choose. The comparison group
is those who don’t.

More Regarding Control Groups
About choosing a similar control group:
The point is, if there were a set of students who
applied for an REU, and one set of students got
in and another set didn’t get in, either randomly, or they were as qualified but just didn’t get
picked, then you could look at those two groups
as being sort of the same. If I’m in the group
that didn’t apply and you use me in the control
group, that’s not quite as strong a model.
Counter-argument: ethics
There are also some ethical issues about a
randomized assignment, and that is the thing
with educational research like this. Do we really
want to do a true control? Is that a reasonable
expectation?

As side arguments break out about the above
dialog Goroff interjects, “We are all among
friends and Louis has done a great job here in
simply looking at what a comparison group has
done. Most people would never think of doing
that, so that is really a fantastic step forward.
But we want to critique and think a little harder
and see if there aren’t other things that can be
done.”

About Selection Bias
“There is something called selection bias, that
the people who apply are not a random sample
because they are already motivated.” Regarding those who get accepted, Goroff adds, “If
I am running an REU, I am going to be looking
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for the ones who really have some talent, who
really have some professional identity. That is
probably one of the things that is going to come
through, and those are the ones who are going
to get accepted. So it is not, in fact, a random
sample. If you had flipped a coin then you might
say, ‘Whatever differences there were between
these two groups to begin with was really pretty randomized, so therefore the treatment has
that much more justification for saying it made
a difference.’ You still have to worry about sample size and some other things, but at least you
wouldn’t have sample bias.”

Causal Factors and Comparison Groups
Participant:
The conclusion, based on what was described, is
that the research experience per se is not a causal
factor if everybody gets research experience as
undergraduates in the chemistry program. Is the
research experience in REU different?
Louis Nadelson:
Not everybody gets it, no. There is a wide variety
of flavors of undergraduate research experiences.
It’s not just that NSF 12-week, in resident, REU
kind of program. There are other opportunities,
senior research projects and things like that.
Participant:
But there is something in common there, everybody gets research experience, but this
group develops identity. Why should we invest
in research experience? What is different in this
program?

Louis Nadelson:
Not everybody gets research experience. There are
a lot of students who say they don’t have time to
do it or choose not to do it. Eventually a good portion of them have to.
Participant:
But they are not what you describe as an appropriate comparison group. I thought you were
comparing individuals who have research experience, but not sanctioned by NSF, and those who
were in REU, and compared the difference.
Louis Nadelson:
We are drawing them all together and saying this
is all research experience, while these don’t have
any. You’re absolutely right, this is the messy part
of social science research.
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Goroff calls for additional questions and suggestions.

Comparing Methods Within REUs
Participant:
One thing that would be very useful, and
this would be very useful if you had a large
cohort across schools, across REUs, and
across disciplines, would be to use different
methods within an REU. So are some methods more successful than others in promoting
more publications, more enrollments in graduate school? And if they aren’t, if everything
is a wash, you’ve actually learned something.
You’ve learned that it is the attention to the
student, or it is just the research experience
as such that is important. But if it matters
what you do, then you have very strong evidence that a structured program, structured
in the right way, is important.

Survey Graduate Students
Participant:
Since graduate school seems to be one of the
desired outcomes, go to graduate students
and talk to them about what were the formative experiences that led them there.

Comparing Methods; Larger Numbers
Cross-Program Databases
Participant:
That could be something for NSF: create a huge
database using online tools for REUs across
the country to share data and to develop such
methods collaboratively. Within a given REU,
the cohort of students is too small and the time
it takes to gather data across the years is too
large. [Other participants point out such databases exist at Grinnell; Goroff notes the Council
on Undergraduate Research has been collecting
this type of data.]

“So one of the things you want to do is look for
larger numbers,” Goroff states. “That is a really
good impulse, and then try to look for other
comparisons with these REUs or those methods.”

Those Who Didn’t: Succeed, Reach Your
Goal, Make It into Your Program
Surveying graduate students would be a good
thing to do, Goroff agrees, given the goal,
which was to develop a professional identity.
“You go to the graduate students because these
are people who have developed a professional
identity. You can ask them about that and you
can think about what it means to have a professional identity and so on. But what is the
problem with that as an evidence-generating

methodology?” If you only talk to the people
who successfully got through this, he points
out, then you never know anything about the
people who didn’t. “You really have to target
the people who didn’t as well if you want to
figure out what happened.”
Earlier during the conference there was talk
about teaching as you were taught. “If you go
to people who are very successful under the
kind of teaching system that was in place many
years ago and you ask them how to teach they
are going to say, ‘Well, kind of the way I was
taught because it worked for me.’ But if you
really want to know how to keep people in a
program or interested in science or identifying
with it, then you have got to talk to the people
who dropped out. That is the important thing
about talking to people who left. That is how
you are going to find out about some of these
things.”
Include Who Comes In/Who Doesn’t
Participant:
We want to know the causal mechanism of a
research experience. You need to know the
characteristics of the students going into that
program before you start measuring what comes
out. Do they already have the beginnings of
a professional identity? If you follow them as
they go through these experiences rather than
looking at them at the end, and look at students
who don’t go into these experiences, you are
probably going to get a better handle on what is
going on to cause this change, if indeed there is
a change.

Laying Out a Hypothesis
“We are getting closer in what you just said to
laying out a real hypothesis,” Goroff observes.
“Now there have been hypotheses that have
been implicit in almost everything people have
said, but if we lay out a hypothesis, how can
we state that? What would it sound like? Causal
inference is what we are after here, so if we
are looking for a hypothesis to test our causal
inference it would be something like: If you
give people an experience like this as an undergraduate, then it measurably increases their
likelihood of having a professional identity,
continuing on, and all the other kind of metrics
we have talked about.”
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ing said is that there are a lot of variables.”

Big Data

“I can’t believe we have made it though most
of this session without mentioning the words
‘big data.’ Everybody is talking about big data,”
Goroff observes. “You want to know all about
the backgrounds and the courses people have
taken and how many times the professor has
done an REU before and what the GREs were or
the SATs, and some other things like that about
these students. In principle these days, somebody has a lot of data, you can collect it all,
you could get hundreds of variables, you could
probably get thousands of variables for each
one of these students if you really want to do it. And if you are
Defining a Hypothesis
doing it on a MOOC you could
Participant:
get clickstreams, gigabytes and
A hypothesis is: Given certain antecedent conditions, if we do this
petabytes of data about exactly
sort of thing with the existence of these mediating and modwhat these students are doing.
erating variables, a certain outcome is going to have a certain
likelihood or certain effect size because... and you fill out the
Does that sound great? What is
ellipses with the theoretical justification. Any hypothesis has
the problem with that?”
to have all of those things so that you can look at the causal
mechanisms. There is almost never a single causal mechanism in
any of these social situations, there are always multiple causal
mechanisms. You have to be able to then deal with the structure
of those causal mechanisms and those moderating and mediating
variables and the antecedent conditions (which are almost never
put in NSF or IES proposals that I review), given these conditions
under which I expect this REU experience to work. And lastly,
when you say, “this REU experience,” you have to say, “this REU
experience designed with this particular theory of change.”

“Theory of change is good, but to rephrase that
a little bit, I think one of the things that is be-

Alternate Hypothesis:
The Mentor Variable
Participant:
I think we’re leaving out a very important
variable in all of this, and that is that we are
assuming that all mentors are equal. A major
factor in the success of these programs is the
quality of the mentors.
Goroff:
That is a different hypothesis but an important one that may explain much more
of what is going on than anything else. You
would design something to test that a little
bit differently and we may return to this, but
I want to press on the current example.

Problems with Big Data
Participant: Garbage
Garbage in, garbage out. If you’re getting clickstreams on trivial, idiotic things, which
are mostly what you see on MOOCs, you will get a lot of garbage.
Participant: Gatekeepers
There is that problem with trace data from a single database all well contained within
one space. In our experience with REUs, the data we are interested in spans multiple
databases controlled by different actors and institutional gatekeepers. We have another project in which we are trying to aggregate data across K-12 systems, and it is so
tough to get that data.
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“Let’s talk about big data for a second,” suggests Goroff, “because if you are thinking about
evaluating, it might come up. There is certainly
garbage in and garbage out, and it is worse

More Problems with Big Data
Participant: Commensurable
You have to worry about whether the data is
even commensurable.
Goroff:
There are all sorts of things: whether it is
commensurable, what it means. What else?

than that because it is actually expensive, it
takes a lot of time, and you want to think hard
about what variables you want to put together
and what you are going to get out of it. Beyond
that, what else do you have to worry about?
“There are these three letters, ‘IRB,’ and these
other letters, ‘FERPA.’ If you want to do this it
is very, very complicated and I just want to flag
this for people in case you haven’t been following it. If you are at all interested in educational
research you should know that the NIH put out
what is called in the government an “Advance
Notice of Proposed Rulemaking” (ANPR). They
get to make rules, and they get to make rules
about the Common Rule. The Common Rule
is about all of the IRBs and all of the human
subjects research if it has any sort of federal
funding at all. So the NIH put out some rules,
and this hasn’t been changed in 20 or 30 years.
It is about time that they changed it, and they
made some very sensible and reasonable suggestions.

research and it gives you pause.”
If, says Goroff, you say to NIH there are social
and educational researchers who might want to
do things with standard data, they may be indifferent to that concern because they are focused
on a problem they want to solve. “There is actually a National Research Council study on the
social and behavioral effects of those proposed
changes to the rules,” he notes, “and this goes
out for public notice. So if you care about these
things, you care about doing research, and you
might want to use some data at some point, you
might look out for this [http://www.nap.edu/
catalog.php?record_id=18614]. The public is
about to weigh in on these things and it is still
up in the air. The actual notice of rule making
hasn’t come out yet, and it is important for the
educational research community to be heard on
these issues.

“However,” notes Goroff, “the NIH is concerned
with medical research, and they are concerned
with the reuse of genomic data. They had a
certain problem whose name was Henrietta

”But it is worse than that,” Goroff continues.
“What else do you have to worry about with
big data? When you have very big data and you
take lots and lots of variables and start looking
for correlations, what happens? If you look hard
enough you will find something, and it may or
may not have any meaning because there is this
thing called random noise in any model, and
if you do it often enough and look at enough
variables you will find something. Just saying,
‘Oh man, we’ve got all of this data, let’s put

Lacks and they wanted to prohibit any reuse of
personal data for any purpose other than what
the person who gave the data originally intended. Now think about that in doing educational

it into a model,’ doesn’t necessarily help. You
really have to be much more judicious and you
have to have some idea of what you are looking
for and a very crisp hypothesis of what you are

going to try to do.”

Regression Discontinuity Design
“Let’s think about what more we can do here,”
Goroff suggests. “Has anyone heard of regression discontinuity design? Let’s see if we can’t
use that idea for something here. Suppose that
you had a bunch of these REU candidates and
you had to make a decision about them. It’s a
small number and you’ve looked through and
you’ve talked to your colleagues and you just
do it. But for many situations you might put
together some sort of composite score, and you
might rank them along some sort of score. It
might be GPA, it might be GPA combined with
other things. So if you had a decision to make,
you could rank them, or you might have a committee, and everybody ranks them on a scale
of one to five and you put that together. In any
case, you then get a ranking of these candidates. Then you make a cut and say anybody
above this ranking is going to get accepted and
everybody below won’t.
“Now let’s suppose you have some measure of
professional identity or something like that as
the outcome that is expressed as a number. You
could then make a graph of the score you used
to determine whether they would get in or not,
and some measure of the outcome. You would
hope that in some way or another it was trending upward. And naturally when anybody sees
something like that they say okay, let’s do a
regression.
“But here is the kind of thing you want to do

if you have this cut score situation where you
say everybody above a certain score gets in and
everybody below doesn’t. Again, here is the
setup: You have a population of students, they
all have some score as to their worthiness to
get in (GPA or whatever), and you look at them
before the REU and you look at all of them after
the REU. So you have points on the graph for
each student, and you would hope that the ones
with higher scores might have higher outcomes.
You could do that regression, but it won’t tell
you very much.
“What you want to do is to take the ones that
were below the cut point who didn’t make it
in and do a regression on them and you might
get something like this [lower line]. Take the
ones who actually went through the REU and
do a regression with them and you might get
something like this [upper line]. What is really interesting about that is the discontinuity
there. What is that discontinuity telling us? It
is telling us something about the impact of the
value-added in what you did.
“So what is the theory here? We are not randomizing anything. We are just saying that
there are a lot of people who could have been
on either side of this cut. We just did the cut
because we could only take twenty students;
there are good students on either side who
were presumably randomly distributed. But
the student who just got in versus the student
who just didn’t get in shows this kind of effect.
So you could try to justify what you are doing
based on this kind of analysis. It’s not perfect,
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About Regression Discontinuity Design
Participant: Differences in the Two Groups
Does this kind of analysis take care of the
problem of the people who didn’t take it being different from the people who did?
Goroff:
They might be different, but the idea is they
are only different along this [score] line
and you are taking into account how that
score changes their outcomes. So you are
taking that into account, but the big idea is
that there wasn’t an intrinsic big difference
between the people just to the right of the
cut and just to the left of the cut.
Participant: Indication of Value Added
So if there was no value added, the lower
line there would just continue on?
Goroff:
If there was no value added you would get
no discontinuity.
Participant: Longitudinal and F-test
And your score could be something that
could be timed, so there could be longitudinal studies in that way if you have good
longitudinal data. And you could do something like an F-test and look at differences
in the slope.

there are problems with it, but it is an interesting technique. You have to do the usual power
calculations. If you have three people here and
you found a kind of small difference, you can’t
conclude anything. If you have lots and lots
of people and there is a pretty big difference,
then you could say that it is statistically significant.
“It is just an interesting way of thinking about
it. It doesn’t require people to flip coins. It
does require you to think about all of these
people and do before and after measurements,
but then doing this kind of analysis with those
before and after measurements is an interesting
thing to do.
”I just wanted to draw that picture to show you
that there are ways of doing these things that
take into account that people with a higher
score were likely to have a higher outcome and
are more likely to have been accepted and so
on, but that still give you some real information
on which you can really do some statistics.”

Before and After Studies,
Difference-in-Differences, Matching
“Another point I want to make is that people
like to do before and after studies. All of you
mentioned some very cool projects you are
working on and I assume many of you are doing
before and after studies. What is the problem
with before and after studies?”
“And not just the people are different but the

Problems with Before and After
Participant: Differences in the Two Groups
It is kind of the same thing. They are not the
same people. They are different people.

world is different,” Goroff points out. “There
was someone who mentioned putting in a new
computer science program. If you did that
just before 2001 and then you measured what
happened in 2002 or 2003, the dot-com boom is
probably going to have made a huge difference
that would swamp anything about your program.
So the world has changed too, and unless you
made some comparison that takes into account
all of that, then whatever you find is going to be
swamped by those outside things.
“Now if you looked at a comparison of you and
another school, where you put in a new program and they didn’t put in a new program,
both schools were in a world in which a dot-com
boom blew up, and then you could look at the
differences between them. That is a method
called ‘difference-in-differences.’ It is another
one of those methods and I won’t go into the
details, but you can think about doing a difference-in-differences analysis.
“There is an important point there, if we want
to go back to this REU and keep on hitting on it
and seeing what we can do. Another thing we
could do besides this kind of regression discontinuity is to match up your REU program with
another couple of schools where they don’t

have REU and see what happened there in
terms of people’s development of their professional identity. It might be that if you leave
people alone and they just take a few courses
and they get a little older their professional
identity strengthens. It might not have had
anything to do with the REU. One of the few
ways that you would find that out would be to

do some matching.
“So another way you can think about designing
in advance is to match up your school or your
program with some others that have very similar characteristics in all of the kind of baseline
data that you could think of that might make a
difference, and then see what happens with the
two of them.

Widescale Testing for Competency and Knowledge
Participant:
One issue that I don’t think came up is the question
of competence and knowledge. In other words, one
way into these assessments would be to do some
kind of overall test to a large population of students and just see what they know. This obviously
introduces this whole thorny question of how do
we assess undergraduate learning, but it is possible
that that is the prerequisite question and unless we
have an answer to this, what we want our undergraduates to get out of their science and math
training, it will be very hard to answer the other
question. They may feel better about themselves,
but it doesn’t mean they know anything. Maybe
that’s what we should be caring about, critical
thinking skills.
Goroff:
First of all I think some people would argue that
although maybe we should be caring about that, it
is not precisely what an REU is set up to do, that an
REU is more about careers than it is about content.
But your point is still a good one.

Participant:
I am not advocating that there be general assessments and testing of everyone, I am just saying
that it is hard to mix both attributes.
Goroff:
I have heard people talking about that, measuring
the value added of an undergraduate education,
because if you are a parent these days you know
it is very expensive and a lot of the kids who are
coming out aren’t getting jobs. And a lot of the
state legislators and funders and trustees are asking about what is this really worth. If you can show
them that people have learned X, Y, or Z in some
convincing way, then that is one approach to trying
to justify and stand up for who we are. I have also
heard people say that that is bringing all the joys
and triumphs of No Child Left Behind to higher
education, so you have got to be careful what you
ask for because depending on who is making up the
test and depending on a lot of other things, you
may find that all of the sort of wonderful things
that we get to experiment with thanks to I3 and
other kinds of programs all turn into teaching to
the test.
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Disaggregating Value Added for
Different Populations
Participant:
There is also the question of whether value
added is the same for different populations, and that goes back to the theory of
action. For example, disadvantaged kids
who have never had mentors may receive
more benefit from an REU because they
now have mentors. Privileged kids who
grew up with mentors may receive less
benefits. I think you have to disaggregate.
Goroff:
It depends on what your hypothesis is. If
your hypothesis is that this is really useful for all and it’s a great thing to do for
anybody who gets into it, then what we
are talking about is fine. If your population is women and minorities or some other
underrepresented group, someone else
that you want to target, then you have to
design something that makes sense for that
particular population and do the kinds of
comparisons and the kind of design so that
you get an answer to that question. But
if you don’t do the design specific to the
question that you have in mind, you are not
going to get a defensible answer. You might
get a very suggestive answer, but you won’t
get one that is really going to hold up.
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So there is matching, there is difference-in-differences, there is regression discontinuity. If
you can do a randomized control trial then that
is really cool, but a lot of times there are ethical reasons, there are other reasons, although
if you press me, I will tell you a whole bunch of
very interesting stories about what governments
are doing now with randomized control trials.

Participant Suggestions: Beginning Questions/Metrics
Indicators:
What are your indicators and what are your malleable factors?
Merit Raises:
Merit raises for those who love teaching. (Goroff:
This is something you ought to be able to measure
and get data about.)
Innovative Techniques:
Look for innovative techniques instead of the lecture. (Goroff: You could look for that if you could
decide what they were.)
Promotion and Tenure:
The number of faculty being promoted with more
service in teaching and learning and more publications on teaching and learning.
Policies, Barriers, Reward Systems:
I would want to know what the policy is and what
the barriers might be to learn why that isn’t happening now, delving deep into where it is happening and where it is not happening and what the
difference is in policies and potential barriers and
reward systems in those situations.

Attitudinal Survey:
For some of that you need to do an attitudinal
survey to find how faculty are reviewing other
faculty.
Metric for Good Teachers:
What does it mean to be a good teacher? There
has to be some metric of what the outcome is.
If being a good teacher means a learner who has
learned something useful and important, that
might be something to measure. The other might
be what they actually did, to look at the quality
of instructional practice.
Job Description Analysis:
I would look at an analysis of the job descriptions
before and after.
Nature/Level of Classes:
Look at the classes and whether they are teaching
lower level undergraduate classes versus higher
level because a lot of our research faculty don’t
work with undergraduates.

working example:
aau grant
Goroff asks for another example of a project
that someone is thinking about doing. Melanie
Cooper, Lappan-Phillips Professor at Michigan
State University, volunteers.
AAU Grant: Rewarding Teaching and
Learning in Research Institutions
Melanie Cooper:
I would really like help with our AAU grant.
Our goal is to change faculty culture so
that teaching and learning is rewarded in
research institutions.

“Where do we start?” Goroff asks. “You have
got to get baseline data. You can’t ever do anything unless you have baseline data. There is a
serious question here. The AAU, an august body,
wants you to do this and they want to know
whether their money was well spent.” Asking
Cooper to remain silent for the moment regarding what has actually been done so far, Goroff
asks the rest of the group what they would
start by asking and what the metrics are. Initial
responses are at left.
Goroff asks Melanie Cooper if any of these suggestions are close to what is actually being done
and what else they are thinking of measuring.

AAU Grant: Actual Approach
Melanie Cooper:
There is not anything there that we haven’t
discussed at great length and we’ve done a lot
of that. I should tell you that in the end what we
did with our project was, we realized there was
no way we were going to change faculty culture
in three years with half-a-million dollars.
So the question is: How can you show some
change over three years? What we decided to
do was we are going to engage faculty from
within in conversations about things that they
value, which is not teaching and learning but
about science, to try and focus on the introductory courses and engage faculty in conversations
about what should we be doing and what would
it look like.
When you talk to faculty they really want students to be able to do the things that we want
them to do. They want students to be able to
engage in argument from evidence and be able
to analyze and use data and make explanations
and use model-based reasoning. They may not
use those terms, but that’s what they want. So
we are using that as the driver for change. So
the baseline data that we’ve collected is what
is going on now: all the tenure and promotion
stuff, and we are also videotaping everybody and
taking everybody’s exams and looking at what’s
on the exams. As somebody said earlier in this
conference, if you value something you’ll write a
test about it. So our metric, which will be much
easier to measure, is will the exams change over
three years?

“That is a really interesting strategy,” Goroff
observes, “and I think it is probably a strategy

that is a good use of the half-million dollars.
In terms of how you would know whether it
worked, whether the exams changed is something that you could really tangibly look at.
“One of the ideas that we talked about might
be to match yourself up with another similar
campus somewhere, or another few campuses
that don’t have half-a-million dollars, that
aren’t putting the time and thought and effort
that you’re putting into this. Get some baselines of those and see if there are differences,
and see if there are differences three years
later. That may or may not work very easily. I
am sure that your first answer, as with all campuses, is that here is no place like yours, but
there might be something similar you could look
at. So that is one idea.
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Changing Thinking re Research,
Teaching and Learning
Participant: I’m wondering if we could
campaign to change the way we think not
just about research and teaching learning,
but what we think about learning generally,
a campaign to try to really promote that.
Because then what you do in research and
what you do in the classroom is all about
learning, and we’re all working together in
worlds that are aligned. If we can change
that conversation through policy or whatever, maybe we could have some sort of affect
on the way these faculty look at things.

Daniel Goroff (standing) facilitating breakout session
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AAU Grant: Faculty Self-Reports
Melanie Cooper: I personally have a huge
problem with self reports of faculty practices, and that is what the AAU wants us to do.

An Example of a Study About Changes in
Undergraduate First Year Course Work
“There are ways of measuring these things,”
Goroff states. “One of the more interesting
studies that I know about dealt with changes
in undergraduate first year courses. It was an
undergraduate chemistry course at the University of Wisconsin in Madison, and it was one of
these introductory courses that is needed for
lots of other courses in other fields, in particular biochemistry, and even some physics
and engineering. So it was one of these basic
courses that many other departments and many
other people teaching advanced courses had to
really rely on.
“What they did is put together two versions of
it, one that was doing all of the advanced pedagogies and interactions and everything else you
would think of, and another that was taught
in the standard lecturer style as it had always
been taught. They got really good teachers to
do both, and they really randomly assigned
people to one section or the other. It was a big
place and they could do that.
“Then for their metric, they had students come
in from either class to a panel of three professors who taught some of the subsequent courses
for which the chemistry course was a prerequisite. Those professors got to ask questions.

There were a handful of standard questions
that they asked all students, but they also just
asked them a few things on their own. And the
question that panel of professors had to answer
was, ‘Would you want that student to be in your
course now? Are they prepared for your course?’
“It turned out very statistically significant. The
professors picked out the students who had
taken the alternative, more progressive and
more interactive course. They could spot them
and those were the students they wanted. That
was very convincing evidence, I think, and they
had done the statistics, they had the numbers
right.
“What is the end of that story though,” Goroff
queries, “just so we don’t think that this evidence thing is the whole of it? They all went
back to the regular course because the person
who was teaching the alternate one didn’t
get tenure, it was very hard to get this study
published, there were all sorts of things. So
the real world eventually comes to play in all
of this and even if you do the best design, the
best thinking, and do all of the statistics right,
there are all sorts of political and other considerations that will sometimes swamp even that.
But I still think that as scientists that trying to
think about these design issues is really worthwhile.”

